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Summary: We convened a three-day workshop to explore novel approaches to the amelioration of infectious disease in the developing world through collective, open source and public efforts in computational biology and informatics.  Our intent was to determine the key scientific questions and research opportunities as well as the social, legal and policy challenges, and to develop strategies to address these challenges.  Approximately 20 experts from the legal, medical, and scientific communities, including the genomics, bioinformatics, computing and mathematical sciences communities, gathered to identify those scientific problems and approaches most susceptible to open source methods, and to discuss the organization of public resources, the coordination of collective research efforts, and the dissemination of educational materials to address these critical problems.  Our ultimate goal is to speed the development of therapeutic and prophylactic interventions where financial and market-based incentives are unlikely to lead to the desired results.

The workshop culminated in a proposal for the development of a web-accessible database and software platform designed for the identification of candidate drug targets.  The website will provide access to the necessary data, key computational tools for target identification, and tools to facilitate communication and encourage a sense of community.  Target identification can proceed via the website in two ways.  1) The website will provide a list of pre-identified targets and a forum where volunteers discuss the merits and demerits of each.  Computational tools available through the site can be applied to further the validation process.  2) Sufficient data and tools will be made available on the site so volunteers can search for novel targets.  Our goal is to have an “alpha” version of the system ready for unveiling at the TropMed meeting in December.
Motivation: The current approach to drug discovery is expensive and slow.  The large pharmaceutical companies spend approximately $8 million in development costs per drug, and the process from identification of potential targets to drug development and regulatory approval averages 12 to 15 years.  Much of this time and money is spent investigating potential targets that fail to meet the criteria for regulatory approval.  Thus, there is little incentive for companies to develop drugs in the absence of an expected high rate of return, that is, for diseases that affect a small number of people (e.g. neurodegenerative diseases) and diseases that primarily afflict the poor.

There are approximately 14 million infectious disease deaths per year, the major killers being malaria and tuberculosis.  Neglected diseases are those infectious diseases, such as malaria and tuberculosis, as well as sleeping sickness, Chagas disease, and leishmaniasis, that do not attract research and development from companies in the developed world because they primarily affect people in developing countries who are too poor to pay for treatment.  For example, of the $100 billion spent annually on health research and drug development, less than 10 percent is spent on 90 percent of the world’s health problems affecting the poor of Africa, Asia and Latin America.  While drugs exist for some neglected diseases, almost all of these drugs are either ineffective because of rising drug resistance or have debilitating or fatal side-effects.

The open source movement in software development provides a powerful paradigm for harnessing the power of collective intelligence and effort for the solution of complex practical problems.  The Tropical Disease Initiative (TDI) formed with the mission of applying open source methods to early phase drug discovery to significantly reduce the costs of “discovering, developing and manufacturing cures for tropical diseases”.  We believe that infectious disease genomics can be effectively studied and utilized for the development of drugs and vaccines using open source methods, but the path from genome sequence to disease cure is complex and will require significant contributions from the mathematical and information sciences.  The application of computational tools to target identification therefore provides a natural starting point for building open source methods into the drug discovery process.  There will, however, be significant challenges.  These challenges involve many social and legal issues, such as intellectual property rights, the appropriate assignment of credit and recognition for successes, the coordination of efforts, quality control and financial support.

The meeting consisted of one day of talks and one and a half days of discussion.  The content of the meeting talks and discussions is summarized below.
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Collective Intelligence, Tom Kepler, Duke University Medical Center
Dr. Kepler proposed a goal for the workshop: to devise a plan to use the world-wide web to facilitate and provide incentive for the collective efforts of volunteers to ameliorate the burden of malaria worldwide.  Death from malaria has declined worldwide, and since the 1970s, has been negligible in the developed world.  Malaria deaths have increased in sub-saharan Africa and other developing regions of the world, however.  Chloroquine resistant strains of malaria have taken hold in most of Asia and Africa, and DDT use is prohibited throughout much of the world.  Currently, 3 billion people in the world are at risk, and 300 million are infected with one of the malarial parasites.  Three million people die every year from malaria, and the majority of those individuals are children.

Dr. Kepler illustrated the power of collective intelligence using simulations of foraging ants as a model system.  In the first simulation, the efforts of the foraging ants are not coordinated.  In the second simulation, foraging efficiency is improved by allowing ants that find food to leave a pheromone trail between the nest and the food that can be detected by the other ants.  In this case, there is no “master ant”; efforts are coordinated via local cues.  This example introduced the term stigmergy: communication through local changes in the environment for the accomplishment of a task.  Stigmergy can also be thought of as the local manipulation of personal incentive to gain a global optimum suggesting that, for success, we need to understand the nature of incentive and collection and learn how to incentivize the process.

Tropical Disease Initiative, Stephen Maurer, TDI and University of California Berkeley

Dr. Maurer opened with a timeline for open source biology, beginning with the SNP Consortium in 1999, and then posed the following questions:

1. Does open source biology mean anything?  There is no source code.  What is special about “open source” that one would want to port into a field other than software?  Working definition of open-source: minimally hierarchical, atomistic, granular, open and product-oriented. We need to create a system where people can “log-on, use their incredibly expensive PhD skills, contribute something, and log-out”.

2. What are the show-stoppers?  Scientific show-stoppers.  Why it won’t work: We live in world of competition.  Why it might work better: No money, no commercial business, so perhaps we can motivate drug companies or competing labs to work together.  Social show-stoppers: why would people do it?  Existence proofs: 1) Linux, want to show off skills, build reputation, learn something, advertise to their employers; 2) Public databases.

3. Is it worth doing?  Open source reasons: practical demonstration that open source methods can work in areas other than computing.  Ideology:  should “all” source code (data in biology) be open?  Infectious Disease Reasons:  in the field of neglected diseases research, we are dealing with 1960s research.  We must do more genomics research and computational biology.  Conceptual reason: the real payoff comes after we have a drug candidate.  If TDI discovers a target, it will be published and therefore cannot be patented.  We can then put it up for bid and let competition in the market keep the costs down.  We should ask “what can I do with what I have?”

4. Who owns the IP?  IP as input: sharing data.  IP leaking.  Drug companies have valuable databases and tools developed for first-world problems.  We want to utilize these without compromising the companies’ abilities to profit for first-world problems.  Mechanics: Limited-use licenses, confidentiality agreements, oracles (TDI volunteers who work in pharmaceutical companies and can help with information dispersal).  IP as output: patent rights.  No patent revenues for neglected diseases.  What about the military and eco-tourists?  Mechanics: GPLing molecules, university licensing for LDC diseases, protected commons strategies (eg Bioforge), decision to patent, embargo periods.

5. It’ll never happen!  Do good science (using open-source strengths); the transactional aspects are comparatively easy.  Don’t ask permission: don’t accept money with strings.  Price discrimination: there must be incentives in first-world

The Science of TDI, Marc Marti-Renom, University of California San Francisco

Dr. Renom showed screen shots from TDI’s discussion forum and wiki where many people had indicated a desire to help but the need for an idea of where to begin and how to get involved.  To move forward, we need to start thinking about concrete, scientific problems.  We need to define a set of problems and tasks, and release something for people to play with.  

Dr. Renom described the drug discovery pipeline and how the application of computational tools to target identification can shorten the time to development and increase the success rate.  He also emphasized that we have the complete genome for several of the pathogens responsible for neglected diseases, we have new biological databases, new software, and faster computers.  Computational biology is not enough; we need chemistry and experimental biology as well.

But, … what can computational biology do?  A list of useful resources and tools can be found at http://salilab.org/bioinformatics_resources.shtml.  A sampling of areas in which computational biology can make a contribution: sequence conservation, structure conservation, profile-based homology detection, binding site prediction, functional annotation, solvent accessibility, surface geometry, electrostatics, structure determination, protein structure modeling, protein-ligand docking, inhibitor design.

Examples of successful structure-based drug design: HIV proteinase inhibitors (1989), mRNA Cap-1 Methyltransferase in SARS (2003).

The problem we face is the lack of a plan of action.  We need to outline the top ten scientific questions and the roadmap to the top ten answers.  We need an initial set of data, tools and contributors.  Research into open source projects suggests that there is less self organization than we think.  For example, without an individual like Linus, Linux wouldn’t have happened.  Perhaps we need one full-time person to rally the volunteers and prevent the productive nuggets from getting lost in the noise.  BioPERL is a great example.  PERL already existed, so there was something for the volunteers to start with.  Additionally, there are about eight people who serve as a core group and make decisions about the direction of the project.

The issue of incentives is also very important.  In this case, the IP is our ideas.  They are our source for future research.  We need to come up with incentives for people to contribute ideas.  We also need to facilitate communication between the experimental and computational biologists as well as between the scientists and the law and policy folks.

The Malaria Capers, Bob Desowitz, University of North Carolina at Chapel Hill

Malaria is an ecological disease.  We must consider the vectors in addition to the parasites and the human host.  The vector, Anopheles, has limited, genetically directed behaviors that determine disease susceptibility.  All vertebrates are affected by malaria, but only the mammalian malaria parasites are transmitted by Anopheles.

As mentioned earlier, there are three billion people in world at risk, 300 million infected, and 3 million die every year.  Some (e.g. Bob Snow) think the numbers may be as high as five billion, 500 million, and five million.  But no one needs to die from malaria.  This is a treatable infection and to some extent preventable.  We have treatments.  Chloroquine, a drug that was non-toxic, gave rapid cure and was cheap.  It had a prophylactic and curative effect.  Plasmodium began to become resistant to chloroquine, however, and today in tropic, sub-saharan Africa, resistance is solid.  Newer drugs are not prophylactic, and they are too expensive to be taken every day or even every week (94 cents per dose compared to 10 cents per chloroquine dose).

Diagnosis is a major problem.  People can be infected with the parasite and not have malaria, and many people with malaria are asymptomatic.  Additionally, malaria symptoms are similar to the symptoms for many other illnesses.  We need rapid, affordable means of making an unambiguous diagnosis.

Drug distribution is also an extremely important consideration.  Many of the current drugs are in shortage.  The distribution of counterfeit drugs is a problem.  Distribution is difficult when there is no health care infrastructure.

Finally, we still don’t know the mechanisms of functional immunity against malaria, and are starting to get transmission in areas that used to be safe because of global warming.

The Evolutionary Genomics of Haplotype Variation in Human Malaria, Plasmodium falciparum, Phillip Awadalla, North Carolina State University

There are four malaria parasites; Plasmodium falciparum is the most malignant.  There are now multi-drug resistant strains.

For there to be an evolutionary effect from recombination, a host needs to be infected with multiple genotypes.  Multiple infection and recombination play the greatest role in shaping the haplotype variation seen in worldwide samples of Plasmodium genotypes.  There is an inverse relationship between recombination frequency and genome size.

Some properties of the P. falciparum genome: size is 23 Mb, 14 chromosomes, A•T composition is 80%, 5268 genes, 53% of the genome is coding, 17 cM/kb recombination rate, 10 generations per year, 6 million years divergence between falciparum and reichenowii which infects chimps.

Humans, chimps and P. falciparum are the only organisms in which hotspots of recombination are observed.  There is extensive variation in the recombination rate between populations; the rate is especially high in Africa.  Extreme hotspots and cold spots are observed along chromosome 3.  P. falciparum has a low rate of deleterious mutation and a high rate of adaptive substitution.  Selection has shaped the genome-wide variation.

Proteomics for Malaria Drug Target Discovery, Tim haystead, Duke University

Malaria is an ideal proving ground for proteome mining as a drug discovery and development tool.  1) There is an urgent need to find new drugs to treat the disease.  2) Human and parasite genomes are sequenced and therefore amenable to high-throughput analysis by mass spectrometry.  3) There are well established human cell models of infection and drug resistance.  4) There are well established animal models of infection and drug resistance.  5) Genetic models can be readily established for target validation both in animals and human populations.

Dr. Haystead described protein mining technology and its application to mining the purine binding proteome.  The technology relies on affinity arrays containing natural ligands.  The captured proteomes are screened against libraries for competitive inhibitors.  High throughput, high sensitivity protein sequencing is used to identify the proteins.  This technology has been used to elucidate the mechanism of action of quinoline-based anti-malarial drugs such as cholorquine. Novel compounds are now being tested for efficacy in the treatment of chloroquine-resistant parasites.

PlasmoDB: The Plasmodium Genome Resource, Jessica Kissinger, University of Georgia

A major problem is that the research communities focused on various aspects of malaria (e.g. host, pathogen, vector, or experimental systems) do not interact with each other.  Access to data is not limiting, but the skills biologists have to analyze and utilize the data are limiting.

PlasmoDB provides fast access to finished and unfinished data.  There are data from eight Plasmodium species, include annotated genomic data, SAGE, microarray, and mapping data.  Data from diverse sources are integrated.  Many tools are available including BLAST and motif searching.  Automated analyses are integrated with curated annotation.

Dr. Kissinger points out that how the data are stored and accessed affects the types of questions that can be posed and how easily they can be answered.

PlasmoDB can be accessed through http://PlasmoDB.org.

Utilizing the Plasmodium falciparum genome to combat malaria, Raphael Isokpehi, Jackson State University

The malaria burden in sub-saharan Africa constitutes: 60% of world-wide cases, 75% of falciparum cases, 80% of malaria deaths, 25 – 35% of all outpatient visits, and 20 40% of all hospital visits.

The major problems that need to be addressed are: identification of drug targets, development of a vaccine, development of diagnostics, research into host-pathogen interactions, research into Plasmodium pathogenesis, and research into drug resistance.  Training of scientists in countries where malaria is endemic is extremely important.  For more information on training efforts, visit http://www.ssi-tdr.net and the African Society for Bioinformatics and Computational Biology at http://www.asbcb.org
Future Directions for Malaria Research, Victoria McGovern, Burroughs-Wellcome Fund

We have something in the case of malaria that we do not have for other disease systems: we have the pathogen, host and vector genomes.  We need to take advantage of this to understand the parasite population and its relationship to disease, to understand the vector population and how it affects the geography and ecology of disease, to understand the key determinants of virulence, infectivity, and transmissibility of the parasite, and to understand the unique aspects of the biology of plasmodium as a whole system.  We need to utilize comparative genomics, population genetics, and population biology.

Can we understand and predict how different plasmodium strains will behave, especially in terms of the severity of human disease?  We need a better collection of strains and efforts into SNP discovery and the construction of a haplotype map.

How do the human host and assorted vectors affect parasite diversity?  What is the phylogeny of Plasmodium?

What about gene expression and proteomics?  How does expression of gene X change during the several life stages?  What are the essential genes for being a Plasmodium, for causing human disease, and for transitioning between life stages?

How can we more rationally pick vaccine candidates and get them more rapidly into the human clinical pipeline?

How can we improve Plasmodium gene models and functional annotation?  How will the community handle long-term curation?  How can genomic and post-genomic data be made more accessible to the average malaria bench researcher?
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Structure-based Drug Discovery, Chakrapani Kalyanaraman, University of California San Francisco

In structure-based drug discovery, one starts with the structure of a target protein and a database of small molecules.  The molecules are ranked as ligands for the protein by the relative binding energy.

The major difference between academic/free versions of software programs and the commercial versions is that the commercial versions have user-friendly interfaces (eg. PLOP vs Prime).  Perhaps one contribution of computational biologists could be the development of interfaces for the free versions.  Another possibility is to focus on the development of high quality tools that are free and can replace the commercial programs.  Additionally, there are many ways in which current docking programs could be improved, by for example accounting for uncertainty in the structure and putting confidence limits on the program’s predictions.

Partnerships for Drug Discovery, Nancy Sung, Burroughs-Wellcome Fund

There are several models of partnerships with big pharma: Medicines for Malaria Venture (1999), Global TB Alliance (2000), and International AIDS Vaccine Initiative (1996).  Drug development is a long process so it is too early to say which of the above models may be best or whether they are at all useful.

The Medicines for Malaria Venture (MMV) formed to address the need for coordination of existing scientific and clinical expertise.  Their goal is one new drug every 5 years.  They estimate a cost of $180 million per drug which is much cheaper that what big pharma spends (~$8 million).  They use an external advisory committee composed of academic and industry experts to competitively vet responses to RFPs.  They use a portfolio approach of investing in multiple potential targets rather than a single target.  They start by exploring new indications for existing compounds.

A primary feature that is common to such groups is that they are highly focused; they really know what they are aiming for.

It is essential to have lab-based scientists in the prioritizing process, and to involve those who understand the process of drug discovery.

Discussion: Legal, Social, Scientific and Technical Aspects of Malaria Vaccine Development

The discussion focused on identifying incentives to participation in TDI.  Barriers to participation include a the absence of credit for participation and a fear of others taking contributed ideas.  Many ideas were generated to address these concerns such as having embargo periods on contributed data, and maintaining records of contributions so that individuals receive credit for their work and ideas.  It was concluded that it is very important for the nature of TDI work to be publishable and that perhaps TDI could publish internal technical reports or we could build a publication system into the website, similar to the Alliance for Cell Signaling Molecule Pages.

The focus shifted to a discussion of the extent to which participation in TDI should be regulated or directed.  We need to allow anyone to join the project without much difficulty, but we also need to protect the project from ineffectual contributors.  It was agreed that having at least one full-time person and a core group of developers was extremely important.  This individuals would be important for rallying the volunteers but also for guiding the direction of the project and keeping it focused on drug discovery.

It was concluded that, to move forward, it was necessary to put something out there for the community that would really excite people about getting involved, a good pilot project.  We agreed to develop a user-friendly, web-accessible target-finding platform and then let people try to use it.  The platform should provide a database containing all available data that may be needed for target finding, software tools necessary for target finding, and communication tools to facilitate communication and encourage a sense of community.

We began to generate a list of tasks and lay out the specifics of the proposed website.  The listed of tasks included: compile a list of current candidate targets, annotate the pros and cons of each, and research information about the patent status of current candidate targets.  The bioinformatics group from Duke agreed to begin working on an alpha version of system that the rest of the community could experiment with.

We concluded by listing some questions that might make the Top Ten List: 1) Which protein targets are good for drug discovery and vaccination?  What are the essential/unique genes in Plasmodium survival/infection/reproduction?  Which genes play a role in Plasmodium interaction with humans?
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Discussion: Funding and the Next Meeting

We have approached Rockefeller and the Open Society Institute for funding.

We should aim for having an alpha test system ready in time for the TropMed meeting in December.  We should have a parallel users meeting.

